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Retrieving information and knowledge from document repositories and/or the world wide
web through search remains difficult and limited.

Simple keyword search, the simplest and most widely used method to date, asks users
to enter words or terms into a text field. An engine searches through a list of documents
it has indexed and returns a list of those containing the search string. This method is
inefficient and inaccurate for a number of reasons. But primarily:

A term may have various meanings and contexts in the documents identified in
search results. Many of which may not be relevant to the information the user is
seeking.

The relevance of search engine results relies on the user searching with the
correct term in order to retrieve relevant documents.

Attainment of new knowledge is difficult when the key pieces of information are
dispersed through inefficient search results.

More intelligent searches can be achieved if search engines are able to access and
utilise better analysis of the contents of documents. Such analysis is able to recognise
and provide key pieces of information and data that can easily convey to a computer
meanings and relationships to other data.

A number of open source projects, open web based services and open standards are in
development within the Natural Language Processing and Semantic Web communities
in order to facilitate improvements for search in such a way. Of particular interest are:

The General Architecture for Text Engineering (GATE) by Sheffield University
Natural Language Processing Group — see http://gate.ac.uk

Unstructured Information Management Architecture (UIMA) by IBM and the
Apache Foundation. See http://incubator.apache.org/uima/

OpencCalais by Reuters — see http://www.opencalais.com

Content Analysis Web Services - Term Extraction API by Yahoo — see
http://developer.yahoo.com/search/content/V1/termExtraction.html

Both UIMA and GATE are open source projects and are implemented in Java.
OpencCalais and Yahoo Term Extraction are services hosted and developed by the large
businesses. UIMA and GATE however provide the greatest level of flexibility and
freedom to Welsh SMEs for innovating new applications and services

Since publishing its source code in 2006, UIMA has been used by commercial vendors
as a platform for the development and distribution of unstructured information and text
analysis solutions and standardisation efforts are underway at OASIS.

In further support of UIMA, the Language Technologies Institute at Carnegie Mellon
hosts a repository of UIMA natural language components and wrappers for various
languages. Wrappers exist for pre-existing OpenNLP and GATE components. The



Institute has become actively involved the adaptation of UIMA for other applications such
as multi-engine machine translation and large scale annotation for question answering.

The UIMA Framework in Brief

The UIMA documentation describes itself as a framework and SDK for developing
applications that analyze large volumes of unstructured information such as text, audio
and video, in order to discover knowledge that is relevant to an end user.

UIMA is licensed according to a BSD like license, meaning any SME or organisation
may freely develop further solutions and relicense their derivative work to a license of
their choice — e.g. A commercial license or even a GNU GPL license.

A very simple application may be to ingest plain text and identify entities such as
persons, places, organisations and relations such as 'work-for' or 'located-at'.

Such functionality is delivered by UIMA by means of components with specific tasks and
data flows that are managed by UIMA. An example series of interacting UIMA
components could be :
Language Identification
Language Specific Segmentation
Sentence Boundary Detection
Entity Detection (person/place/name etc)

The UIMA framework is able to scale to very large volumes by replicating processing
pipelines over a cluster of networked nodes.

Evaluation of the UIMA Platform
The UIMA framework can be downloaded from the Apache web site at:

http://incubator.apache.org/projects/uima.html

The installation procedure is not trivial. UIMA requires the most recent versions of the
Java Developers Kit and Java Runtime Environment in order to run. Installation depends
on the user unzipping the download contents file and configuring various environment
variables to point at the new installation. Some technical knowledge of Java and of your
computer's shell or command line environment is nheeded to further ensure a successful
complete installation of UIMA.

The UIMA download supports the user in getting started quickly and contains examples.
Running simple example component and pipelines over any text are quite easy. The
below screenshots show UIMA having annotated automatically both English and Welsh
texts for names.



Detected names are highlighted in green.

Other analysis engines provided as examples by UIMA include a simple email
recognizer, person names and title recognizer and a government official recognizer.

The following screenshot demonstrates UIMA’s ability to recognize e-mail addresses
(highlighted in red)



The examples demonstrate that some errors may occur. For example, in English texts
some detected names roll over a sentence boundary (— 'SALT Cymru. SALT ...") The
same level of success can be seen in the Welsh language text though this may be
obvious from using components not intended for the Welsh language. Only English
names are successfully recognised also in the English text are correct. Some names
such as 'Cymru' are not identified at all. That is both 'Cymru' and 'Nghymru' have not
been recognised.

Development Opportunities

Opportunities exist for developing and participating in the Apache UIMA. More
sophisticated language processing UIMA components exist at the Carnegie Mellon
UIMA Component Repository for improved accuracy in English and other source
language texts.

Improving the analysis and management of Welsh language unstructured information
would require the development of new UIMA compliant language processing
components, dictionaries and gazetteers. Components such as lemmatizers, tokenizers,
part of speech taggers, lexicons and gazetteers exist at the Language Technologies Unit
that are utilised in the Unit's Welsh language proofing tools such as its spelling and
grammar checking applications.



Developing UIMA framework components and UIMA based applications is made more
feasible through integration in the Eclipse IDE (a software application development
environment). A significant community, amounts of source code and documentation also
exist for aiding the developer.

Potential Worth To Welsh SMEs

In contrast to structured information that exists in databases, indexes and knowledge
bases, unstructured information is the largest and the fastest growing source of
information to business and organisations. Such sources include texts from websites,
blogs, news, emails, social networks, forums as well as static web documents. In recent
years both audio and video have increasingly become sources of information.

Information in these sources are of high value and are expressed in human language.
Thus search and other applications with the content of such sources have been
inefficient and/or unrealistic.

The utilisation of the UIMA framework as a foundation to any application that deals with
unstructured information present considerable opportunities for Welsh SMEs to scale up
in order to manage, search and gaining knowledge from either their own internal
information sources or those on the web.

The additional challenge in Wales, as in any multilingual nations, is that of seeking
knowledge from information sources in multiple languages. As UIMA is increasingly used
in bilingual and multilingual contexts Welsh SMEs are increasingly able to

gain knowledge from cross-lingual sources.

Automatically mark up their own web content with semantic meta data tags (such
as microformats and W3C's rdfa) that are recognised by leading search engines
such as Yahoo and Google in their continuing embracing of semantic web
standards.

With participation in the semantic web, with meanings conveyed to other
computers and systems, regardless of the initial human language, information
and data from Welsh SMEs will be more accessible and interoperable with the
continued evolution of the web into mashups/Web 3.0 etc.



